
Chapter 1

Information and Quantum
Information

1.1 Information is not a thing

Information is ubiquitous. It resides in books on mathematics, plant biology and
history. It travels along wires, fibres and through air. It is processed in computers,
brains and DNA. It can be stored, deleted and retrieved. But what “is” information?
If it were an object – what would be its space-time coordinates? If it were a property
– what property would that be for, say, the information revealed by Fermat’s last
theorem?

The question what information “is”, and how it relates to “knowledge”, “under-
standing” and other categories of epistemic character has a long history in pure
philosophy, in particular the philosophy of science and the philosophy of language.
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14 Information and Quantum Information

In these disciplines information is considered neither a thing nor a property, but
rather a kind of semantic code which is carried by messages: Information is mean-
ing, coded in form.1 The string LOL, for example, is a message – a string formed
from the characters of the standard latin alphabet. A priori such message must not
be meaningful. It is only if you are familiar with the cultural habits of the SMS
(Short Message Service) that you may be able to decipher LOL to mean “Laughing
Out Loud!”. Depending on the context, you may then find “Laughing Out Loud!”
significant or not.

Alices’ love to Bob, which she feels very strong about, may be expressed in a poem,
first handwritten (a formation of ink on paper), then typed into a computer, where
it turns into a sequence of electric pulses, which land on Bobs hard disk as a pattern
of magnetic spots, before it is displayed on Bob’s screen and makes his heart tumble
. . . or it could be expressed by a selfie which she takes with her digital camera,
the bits and bytes of thich are then transmitted via MMS (Multimedia Messaging
Service) to Bobs smart phone where it drowns in the sea of all the other selfies,
twits and tweets, and hence goes unnoticed by Bob. In any case there is a certain
message which carries information from Alice to Bob.

Tumbling hearts aside, the transmission of information from Alice to Bob would be
considered successfull, if the Alices Poem displayed on her screen is identical with
the sequence of characters displayed on Bob’s screen. A typical question of the in-
formation theory would then be the question “How many bits must be transmitted
from Alice to Bob so that the poem is faithfully displayed on Bob’s screen?” Ver-
batim (pure ASCII), the poem may come with file-size of 2kB, that is 16000 bits.
But that does not mean that the internet will be loaded with 16000 bits for the
transmission. It could be less, after all, if she is using a packaging routine first. Or
it could be more, because there is noise in the connection line and she must send

1Enjoy Information means meaning in formation.
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1.1 Information is not a thing 15

twice or even more often.

As the example illustrates the information sciences primary concern is the type
of source (natural language vs digital camera), the type of channel (digital elec-
tric pulses vs analog em waves), and in particular the amount of raw data (2kB
before compression). This peculiar notion of information derives from the needs
of telecommunication and computation technologies, which measures information
in quantitave terms of resources, e!ciency and reliability rather than trying to
capture its essence in qualitative terms of meaning or relevance. And since the
technologies can not foresee what particular message will be transmitted at any
given instance of time, packaging routines and internet protocols are not designed
for the most e!cient handling of a particular message (like Alice’s poem) or even
‘worst-case scenarios’ (a digital camera file with each pixel a di"erent colour), but
rather for the most e!cient handling of the typical cases – that is cases the rou-
tines and protocols must handle “most of the time” – i.e. with high probability. In
short, information sciences is in fact not about information in the sense of meaning
or significance, but rather about the characteristics of the variety of sources and
channels, and these characterisitics are formulated in statistical terms of probability
or likelihood and the like.

The statistcal foundations of the information theory was pioneered by Claude Shan-
non, who in his 1948 landmark paper first established and subsequently solved two
problems, which are at the heart of classical information theory:

(a) How much a partially redundant message can be compressed?

(b) How much redundancy is necessary for reliable communication over a noisy
channel?

Here the key concept is redundancy – how frequent the occurrence of a certain
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16 Information and Quantum Information

character in a given message – and it was Shannon’s great insight that entropy
provides a suitable measure of redundancy and thus of information.2

1.2 Information is physical

Newtons apple – thought di!erent
The falling apple, which helped Newton to
discover gravity, is also a special purpose
computer for computing squares. Here is
how it works:

: let the apple fall for a time x.

: measure height of fall y.

This is a pretty short algorithm which is
universal in the following sense: instead of
an Apple, you may decide to drop HAL,
an International Business Machine, or any
kind of Digital Equipment NeXT to you.
You may even decide to drop Texas or the
Sun. Note that you can use the same pieces
of hardware and equally short an algorithm
to compute the square-root of any given
number.

Yet communication and computation, the transmssion of information and its ma-
nipulation – they all rely on a physical carrier – a sound wave, say, a light pulse, or
a magnetization pattern on a hard drive. No carrier – no information. In the words
of Rolf Landauer

Information is physical.3

Accordingly all processing of information is a physical process,4 and sending, trans-
mitting and receiving of information are just actions of preparation, propagation

2Again – the information theorist concept of information is based on a purely syntactic notion
of redundancy. From the Shannon point of view the message DON’T SHOOT THE PIANIST! may
well be as informative as the message ?>+89$*898*)9P<(><$8-. The latter message will most
likely be perceived meaningless, and thus may not appear informative, but there is no contradic-
tion. Information theorist notion of information doesn’t care about meaning (it doesn’t deal with
semantics) nor does it care whether a certain piece of information is relevant or not (it doesn’t
deal with pragmatics) – it only deals with syntax.

3It’s good a slogan, but bad a definition. “Love is physical!” is certainly true, as “love” may
indeed be viewed a specific physical state of arousal, yet that doesn’t tell much about what love
“is”. Love is what the theory of love is about. And the theory of love is poetry.

4One could turn this around: every physical process can be considered a process of information
processing – see Fig. ?? for an example. The evolution of the entire universe is a gigantic process
of information processing for which, however, neither the initial problem nor the solution is known
to date. There are indications that the answer is 42, but this leaves unanswered the question what
question the answer answers, and how we could possibly verify (or falsify, for that matter) the
proposed answer, which is 42.
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1.2 Information is physical 17

and measurment performed on these carriers.

The physical nature of information processing is nicely illustrated in Landauer’s
principle which states that the erasure of one bit of information necessarily in-
creases the entropy of the environment by an amount of at least kB ln 2, where kB is
the Boltzmann constant. From the physics point of view, Landaur’s principle is a
simple consequence of the second law of thermodynamics. With an environment at
temperature T , the erasure of a bit then implies an irreversible transfer of energy,
at least kBT ln 2, from the bit to its environment. So – every time you delete an
e-mail from your computer you necessarily contribute to global warming!

Surely enough – for the standard information theory the physical nature of the
information carrier is irrelevant. There is no need to distinguish between “accoustic
information”, “electromagnetic information” or “printed information”. When in an
everyday telephone conversation the words carried by a sound wave are converted
into an electric signal and at the receiver side back to a sound wave, the information
travels undisturbed from sender to receiver, and if there are disturbances these are
well understood and there are means to correct for them. The abstraction from the
physical carrier, which within the validity-range of classical physics is well justified,
is of great importance for the success of the standard information sciences as it
allows to concentrate on the general principles and concepts rather than getting
tangled up in the physics of the various carriers.

Yet with the carriers on the quantum scale, it turn out, that certain elementary
processe, like the faithful copying of information, become problematic, while other
devices, like the “Square-Root of NOT gate”, which is a sheer impossibility according
to standard informtion theory, become accessible and open a whole new universe for
the manipulation and processing of information. In particular, the faithful trans-
ferral of information form one carrier to the other – a cornerstone for the standard
information theory – is no longer possible if one considers the transferral of infor-
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18 Information and Quantum Information

mation form a quantum carrier to a classical carrier and back to a quantum carrier.
There is no way, to read the polarization of a qubit which is in a prior unknown
state which would enable you to prepare another qubit in exactly that state.

Thus with the information carriers becoming quantum, a new type of informtion
enters the stage, the preliminary definition of which has been given by Reinhard
Werner, a leading pioneer of the field,

Quantum Information is that kind of information, which is carried by
quantum systems from the preparation device to the measurung appa-
ratus in a quantum mechanical experiment.5

We will see in due course what “that kind” refers to . . .

1.3 Complement: Probability in a nutshell

Probility theory provides mathematical models for the description of experiments
which are goverened by chance. Any such statistical experiment (like flipping a
coin, rolling a die, or spinning a wheel) is associated a set #, called the sample
space, each element of which is a possible outcome of the experiment. In most of
the cases considered here, the sample space is a finite set, in case of rolling a die
the set of faces # = { ! , ! ! , ! ! ! , !! !! , !! !!! , !!! !!! }. A possible outcome would be ! ! ! (the top
face of the die after rolling). In case of flipping a coin, the sample space is given
by # = {H, T}, with H a possible outcome (meaning the coin lands “Head up” after

5Quoted from Quantum Information Theory – an Invitation by Reinhard Werner, arXiv:quant-
ph/0101061v1 (2001)
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1.3 Complement: Probability in a nutshell 19

flipping).6 A typical experiment with an infinite sample space is spinning a wheel.
The outcome is the total angle, modulo 2!, turned up by the wheel when if finally
comes to rest. The sample space is the interval [0, 2![, and this is an infinite set.

In contrast to deterministic experiments, where the outcome is fixed by the ex-
perimental conditions and “is always the same”, in case of statistical experiments,
the outcome may vary from trial to trial – the outcome is a stochastic variable.
Consider an experiment with finite sample space # = {"1, . . . ,"n}. All what can
possibly be said about a particular outcome "i is that it will occur with a certain
probability pi := Prob(x = "i) (read: with probability pi the outcome X assumes
the value x " # given by x = "i). A fair die, for example, is characterized pi = 1

6
but you may recall, that there are also unfair dice on the market (in which case they
are called biased). The only restrictions the pi must obey are (i) pi # 0 (probabil-
ities are non-negative), and (ii)

!
i pi = 1 (the experiment has an outcome). The

assignment of probabilities to the elements of a finite sample space # is frequently
coded in a function p : # $ [0, 1] with

!
x!! p(x) = 1, called probability mass

function, i.e. pi = p("i).

Any subset of a sample space # constitutes an event. The subset A := { ! ! , !! !! , !!! !!! } %
#, for example, constitutes the event “even number of pips”. If you roll a die, and
the outcome is !! !! , the event A has occured, if the outcome is !! !!! it has not. The
event space, denoted B, is a collection of all the events one might be interested
in. Technically speaking, it is a #-algebra, that is a system of subsets of #, which
contains # (the “sure event”), and which is closed under complement and under
countable unions. The Kolmogoro! axioms of probability theory then assign any
statistical experiment a probability space (#, B, P ) where P stands for probability
measure, that is a function P : B $ [0, 1] such that for all A " B we have

6A statistical experiment with two outcomes “success” and “failure” is sometimes called a
Bernoulli trial.
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20 Information and Quantum Information

P (A) # 0 (probabilites should connect to relative frequencies – see below), for
disjoint sets A&B = ' we have P (A(B) = P (A)+P (B) (exclusive-or is additive),
and P (#) = 1 (the sure event occurs with certainty).7 For experiments with a
finite sample space #, like flipping a coin or rolling a die, the experiment can
always be modeled with an event space B = 2! (the power set of the sample space),
and for given probability mass function p, the probability that event A occurs is
given by P (A) =

!
x!A p(x). For experiments with an infinite sample space things

are a little bit more complicated. Spinning a wheel, for example, comes with an
event space which consisits of all intervals [a, b] % [0, 2![, their countable unions
and intersections. The reason for this construction is pretty simple: spinning an
ordinary wheel, you will never end up with an angle exactly x = ! (you will never
encounter the event {!}), although x = ! is a possible outome. However the
probability for the event that the wheel’s outcome falls into a particular interval
[a, b] is finite, for balanced a wheel given by P ([a, b]) = |b"a|

2! .

The number P (A&B), also written P (A&B), called joint probability, measures the
probability that the outcome of an experiment realizes jointly both events A and B.
In rolling a fair die, for example, the probability that the outcome realizes the event
A = “even number of pips” and B = “more than three pips” is given by P (A&B) =
2
3 . If P (A&B) = 0 the events A and B are said to be statistically exclusive,8 and if
P (A&B) = P (A)P (B) they are said to be statistically independet. For the fair die,
for example, the events A = “even number of pips” and B = “more than four pips”
are independent.

In case that B comes with a non-zero probability, P (B) > 0, the joint probability

7In the exercise you will learn, that B necessarily also includes the empty set ' (the “impossible
event”) with P (') = 0 (the impossible event never occurs).

8This is weaker than A &B = '.
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1.4 Complement: Physics and Probability 21

can be factorized

P (A|B) :=
P (A &B)

P (B)
. (1.1)

In the exercise you learn, that for given B the function Q(A) = P (A|B) indeed
defines a probability measure on B. It is called conditional probability, interpreted
“the probability that A occurs, given B”.

1.4 Complement: Physics and Probability

A physical experiment is a repeatable procedure, described in ordinary language
in a lab-manual and/or physics text-book, which consists of a preparation procedure
and a measurement procedure, both of which are executed on a certain entity S (an
electron, a die, coin, wheel, or potatoe, but not the whole universe, for that matter).
Suppose that S can assume a only a finite set of possible configurations #. The
preparation procedur is then coded in a probability mass function p : # )$ [0, 1],
where p(x) is the probability, that the preparation procedure prepares the system
in configuration x " #. In the physics mumbo-jumbo the pair (#, p) defines an
ensemble with # the phase space and p the state of the system.9

The measurement procedure is typically coded in a real-valued function f : # $ R,
with f(x) the value displayed by a f -measurement device if it encounters the system
in configuration x. With the outcome X of the preparation procedure being stochas-
tic (X takes the value x with probability p(x)), the outcome Y of the measurement
procedure is also a stochastic variable (Y takes the value y = f(x) if X takes the

9The set of possible configurations of a free particle in one dimension is the phase space ! =
{(q, p)|q " R , p " R} with q the position and p the momentum. This space is infinite.
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22 Information and Quantum Information

value x). The expectation value of f is defined10

*f+p =
"

x!!

p(x)f(x) . (1.2)

where the subscript is a reminder for the preparation p.

Probabilities finds a natural interpretation in terms of so-called relative frequencies.
Rolling a die N times, and counting a particular property A % # a “hit”, the data
collected in the nth run of the experiment (a run consists of N rolls) yields a number
(relative frequency of hits)

r(A, N, n) =
Number of hits on A in nth run

N
. (1.3)

It is the great promise of nature that – for properly executed experiments – in the
limit N $,, the relative frequencies r(A, N, n) assume a n-independent – that is
“objective” – value with certainty,

lim
N#$

r(A; N, n) = P (A) . (1.4)

We believe in nature, but we must mention that the interpretation “probabilities are
relative frequencies” has quite some philosophical hazards. “With certainty” means
“with probability arbitrarily close to one”, and thus the argument which defines
probabilities via relative frequencies is circular.

Along the same lines – strictly speaking, probabilities can neither be verified nor
falsified. The promise “this die is fair” claims, among others, p( !! !!! ) = 1/6. If you
are unlucky (or lucky?), and each of your trials turns up !! !!! , you would be tempted
to claim that the promise has been falsified. Yet it has not. You did not, after all,

10The angular brackets *· · · + are sometimes written E[·] as mnemonic for “expectation”.
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1.4 Complement: Physics and Probability 23

roll the die infinitely often. On the other hand – after analyzing very long sequences
up to N = 1043 – you find r - 1/6 for all faces, you have no proof either: the die
could nevertheless be biased, despite the promise of the contrary (there could be
an internal mechanism in the die such that after 1043 rolls, the die always comes
up !!! !!! ). With the empirical data giving no conclusive answer to the question “fair
or not fair?”, probabilistic propositions are contingent for the facts, that is we are
not forced to apply probability theory, but we rather decide to apply probability
theory. As with any decision, this may turn out to be a bad decision, but fortunately,
depending on our frustration with the experimental data confronting our statistical
model, we may well revise our decision and look for another model. For the quantum
mechanics, by the way, no better than the probabilistic modeling has been devised
so far.

In the laboratory, then, one does not aim to verify (or falsify) a propabilistic state-
ment, but one rather seeks to test it. These tests are done by running the same
physical experiment over and over again, take note of the outcome of each trial,
and derive their relative frequencies. But such test a can only be reasonbly con-
fronted with a theory if its results – that is the relative frequencies – are in some
sense reproducible. Thus

Probability theory applies, whenever the same physical experiment pro-
duces di"erent outcomes, but with reproducible frequencies.

Here the critical term is “the same physical experiment”. What makes two physical
experiments “the same” if the experiments may come with di"erent outcomes? It
certainly does not mean “using the same photon again”. A photon, after it has
been detected, is gone, and simply can not be used again. Also, the evocation of
“many copies” of the photon is not helpful, since at this point it is not clear what
constitutes a faithful copy. Instead of getting tangled up in a philosophical debate
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24 Information and Quantum Information

about “sameness”, “identity” and the like, we here assume a pragmatic attitude and
simply declare

two physical experiments to be the same if they deal with the same sort
of system undergoing the same procedures for the preparation and the
same procedures for the subsequent measurement.

This postulate links the abstract notion of a statistical experiment with conrete
actions in the laboratory, but does not exorcise the demon which comes with the
probabilistic paradigm: quantum mechanics no longer refers to “the concrete elec-
tron Fritz, which I hold in my right hand”, but refers only to an ensemble of iden-
tically prepared electrons. Notions like “collaps of wavefunction” do not refer to
an individual particle, but only to an abstract entity “ensemble”. With the 1925
quantum revolution, the subject of physics is no longer the concrete individual elec-
tron, potato or universe, but the abstract ensemble of identically prepared electrons,
potatoes or universes.

A very useful class of measurement devices are detectors. A detector is a device
which, on a given outcome, either “clicks” or does nothing (does’nt click). Mathe-
matically, such device a is described by a function

f : # $ [0, 1] (1.5)

x )$ f(x) (1.6)

with interpretation “f(x) is the probability(!) to click given x is the outcome”.
Since the outcome is unknown, the expectation value *f+p .

!
x p(x)f(x) gives

nothing but the probability, that the detector in fact clicks, *f+p = Prob(“click%%).
This interpretation is consistent as the detectors inequality 0 / f / 1 immediately
implies 0 / *f+ / 1 as it should be. I order to see that the probability interpreation
really makes sense we consider two simple examples.
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1.4 Complement: Physics and Probability 25

The first example is a perfect detector for a given event A. Mathematically, such
detector is described by the characteristic function

$A(x) =

#
1 if x " A
0 otherwise

(1.7)

Consider for example a perfect detector for the event A = { !! !!! }. In this case we
immediately obtain *$A+ = p( !! !!! ) as ist should be: a preparation (ensemble) in
which !! !!! is prepared with probability p( !! !!! ), a perfect detector which asks “has !! !!!
been prepared?” should respond “Yes!” (via “Click”) with probability p( !! !!! ). In
particular, if !! !!! has been prepared for sure, i.e. p( !! !!! ) = 1, we want to – and indeed
do – hear a click every time the die is measured, *$A+ = 1. Perfect detectors are
quite important – so how do we reckognize them? Mathemtaically, the answer is
exquisitely simple: f describes a perfect detector if and only if it is projection
valued, f 2 = f . If only all were so simple . . .

The second example is an imperfect detector for the event A = { !! !!! }, say. An
imperfect detector is a detector (a “clicker”) which (1) never clicks if the outcome
di"ers from !! !!! , but (2) not always clicks if the outcome is in fact !! !!! . Quantifying
the perfection by a number %, with 0 / % / 1, the mathematical model of our
detector is the function f = %$A. Indeed, the mean value *f+ = %p( !! !!! ) is nothing
but the probability that !! !!! was actually prepared AND the detector was triggered.
Surely, if !! !!! is produced with certainty, p( !! !!! ) = 1, the detector will only click with
probability %. Good detectors have % close to one (called “unit quantum e!ciency”),
bad detectors have % close to zero. We should mention that realistic detectors
are imperfect detectors with a slightly di"erent meaning of imperfection: they are
detectors which not always click if they see a !! !!! (non-unit quantum e!ciency), but
sometimes even click if they don’t see a !! !!! (so called dark counts). Exercise: try to
make a statistical model for such a detector. Why do you have the feeling that our
approach could not cover such a detector? Hint: Consider the case that actually
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26 Information and Quantum Information

no die is send to be measured, but still your detector clicks from time to time
. . . Contemplate where this counts could come from (where the energy could come
from), and then realize that – using a much broader interpreation – our modeling in
fact could cover even such a detector (what about using “no die put in” as a value
of a stochastic variable “existence”).

The next type of detectors, which is slightly more versatile than the simple detector
described in the previous section, is a multi channel detector. A multi channel
detector is specified by a set of detectors fi # 0, i = 1, . . . , N , with

!N
i fi = 1 (one

click for sure). The interpreation is *fi+p = Prob(“click” in channel i). Noteworthy,
in a multi channel detector the total number of possible channels, N , is not restricted
in general: it may be less or even more than the total number of elementary events
|#|. Consider the die. Recall # = { ! , ! ! , ! ! ! , !! !! , !! !!! , !!! !!! } the sure event. A possible, yet
completely useless N = 10-channel detector, is specified by fi = 1

10$!. Given this
kind of detector, you will observe the ith channel to click with relative frequency
1/10 independent of the die’s preparation. Truly useless indeed – you can’t infer
anything about the preparation from any observed sequence of clicks. But very
useful turned the other way round: having such a device you could build a perfect
random number generator! Exercise: Build a most useful perfect random number
generator from a most useless imperfect detector.

Finally the meters – the measurement devices you are so familiar with from “analog”
physics. A meter is a measurement device which – in the most general setting – we
may describe by a function

f : # $ R (1.8)

x )$ f(x) =
N"

i=1

mifi(x) (1.9)

with fi a detector observable, 0 / fi / 1, i = 1, . . . , N , and mi the meter’s readout
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1.4 Complement: Physics and Probability 27

value in channel i.

Having glimpsed at the zoo of measurement devices (there are many more!), lets
apply Ockham’s razor. Here is how it goes. There are only perfect detectors.
Imperfect detectors are the concatenation of a noisy channel and – downstream – a
perfect detector for the channel output.
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1924 H. Nyquist First attempt to measure information
1927 R.V.L. Hartley Expands on Nyquist, introduces logarithm
1948 C. Shannon Expands on Hartley’s ideas in A Mathematical

Theory of Communication; foundation of “Infor-
mation Theory”.

1948 N. Wiener Same as Shannon in Cybernetics – Control and
Communication in the Animal and the Machine.

1961 R. Landauer Erasure of one bit generates heat $ = kBT ln 2
(Landauer’s principle). Landauer’s principle can
be used to exorcise Maxwell’s Demon (Maxwell
1871).

1971 C.F.v. Weizsäcker Introduces the “Ur” (nowadays called qubit) as
quantum elementary carrier of information.

70’s–80’s many Reversible computing (Bennett), quantum me-
chanical computation (Feynman, Benio"), quan-
tum Turing machine (Deutsch), . . . , quantum
cryptography (Bennett et al).

90’s many more quantum algorithm for fast factoring (Shor 1994),
scheme of an ion chain quantum computer (Cirac
and Zoller 1995), quantum algorithm for fast
database search (Grover 1996), demonstration of
long-distance quantum key distribution, quantum
teleportation.

2000+ commercial quantum key distribution, demonstra-
tion of few qubit quantum computer . . .

Figure 1.1: A brief history of the physics of information
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Chapter 2

A little bit of information theory

2.1 Hartley’s postulate

Information becomes a scientific notion only if made measurable. According to
Webster’s Dictionary

bit: binary digit, but also unit of information, or elementary carrier of
information, or even a small quantity of food; esp: a small delicacy.

In order to avoid confusion, we call the classical physics elementary carrier of in-
formation not a bit, but a cebit.

A cebit is a physical thing which exists in only two configutations and . An
example would be a coin on the table, the two possible configurations being “Head
up” and “Tail up”. We may assign a symbolic value to each configuration

b( ) = 0 , b( ) = 1 , (2.1)
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30 A little bit of information theory

which defines a dichotomic variable b – the bit – the possible values of which are the
binary digits 0 and 1.1 Here the distinction between the cebit and the bit seems a
little artificial, but it turns out to be useful in quantum information theory.

In flipping a coin, you don’t know whether the coin will land with head up or tail
up on the table. Before the experiment you are just ignorant about its result, but
once it is finished, and you know the result, your ignorance is gone. The information
theorist view of ignorance is that of uncertainty about the outcome of a statistical
experiment which has a finite number of possible outcomes. For the particular case
of an experiment with two possible outcomes which are equally likely to occur (like
in flipping a fair coin), Hartley postulates that

The outcome of an unbiased alternative provides one bit of information . (2.2)

which defines the third meaning of “bit” as a unit of information.

A statistical experiment where all outcomes are equally likely to occur is called a
Laplace experiment. A particular outcome of such experiment supplies the same
amount of information as any other outcome, namely

I = ld(M) bit (2.3)

where M is the total number of possible outcomes and ld the logarithm dualis, that
is the logarithm to base 2. For flipping a fair coin, for example, M = 2, and thus
I = 1bit in accordance with (2.2). The flipping of N fair coins has M = 2N possible
outcomes. The information supplied by any particular outcome is I = Nbit which
reflects the fact that you need to resolve N alternatives in order to specify a string
of N binary digits.

1Please recall: digits are not numbers. Without additional conventions, you just can’t
add/subtract/multiply/divide digits.
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2.2 Shannon Entropy 31

2.2 Shannon Entropy

If you receive 100 cebits, and each of the cebits is equally likely or , the
information provided would be 100 bits. If, however, you know their values prior
to reading, the information provided would be 0 bits (the cebits would not provide
any information). The Shannon Entropy quantifies the information between these
two extremes.

The key concept is a discrete source, that is a process which generates a stream of
symbols, . . . x"1, x0, x1, x2, . . . where each xt an element of a pre-defined set,

A = {a1, a2, . . . , aA} , (2.4)

called an alphabet of A symbols. A message is any finite string of symbols

x = xt1 · · ·xtN . (2.5)

The set of all strings of a fixed length N , denoted AN , is the N -fold cartesian
product AN = A0A0 · · ·0A.2 The collection of all finite strings over an alphabet
A is denoted A&.

In the Shannon-Model the xt are identically distributed, independent random vari-
ables, (short: i.d.i. variables), that is

Prob(xt = ai) =: pi . p(ai) ,
A"

i=1

pi = 1 . (2.6)

A source of this kind is called a stationary memoryless source, abbreviated X =
(A,p), where A ist the source’s alphabet, and p the array of the values of the prob-
ability mass function on A, also called probability distribution, p = (p1, . . . , pA).

2Alternatively: Alphabet is a set of letters (or characters) and a sequence of letters is called a
word.
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32 A little bit of information theory

Indeed, according to (2.6) the probability distribution of xt is independent of time t
(the source is stationary) and also independent of the history or future of outcomes
(the source is memoryless).

A message is just a finite string of the values of identically distributed, independent
random variables. For su!ciently large N , the law of large numbers promises that,
with probability arbitrarily close to one, the symbol ai occurs Ni - Npi times. A
string for which this is the case is called typical string. The number of typical
strings is Mtyp - N !Q

i(Npi)!
. Within the class of typical strings, the probability to

encounter any particular string is uniform P (x|x is typical) - 1/Mtyp.3 Following
Hartley, Eq. (2.3), the information of a typical string, measured in bits, is given by
I = ldMtyp. Since N is large we may use Stirling’s approximation with the result

I = NH(X) , (2.7)

where H(X) is the Shannon entropy

H(X) = 1
A"

i=1

pild(pi) , (2.8)

measured in bits. It is sometimes written H[p], which reflects the fact that, for
given alphabet A, it is just a functional on the space of probability mass functions.

The Shannon entropy is characteristic for a given source X = (A,p). It gives the
average amount of information, measured in bits, carried by each symbol emitted
by the source. If the transmission from source to sink is free of noise (ideal channel),
it also gives the average amount of uncertainty removed per symbol received.

3More precisely: We define x is !-typical 2 H(X)1 ! < 1 1
N ldp(x) < H(X) + !. Furthermore

3! > 0, N # 1,4" > 0 : Prob(x is !-typical|x) > 11" with limN!" " $ 0, i.e. the probability that
any string drawn from XN is in fact typical becomes arbitrarily close to 1 in the limit of large N .
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2.2 Shannon Entropy 33

For the particular case of a binary source with alphabet A = {H, T}, the Shannon
entropy

H(p) = 1p ld(p)1 (11 p) ld(11 p) , (2.9)

where p is the probability that – at a given instance – the source emits H, and
q := 11p the probability that it emits T. The function (2.9) is sometimes called the
binary entropy function. It is depicted in Fig. (2.1). Clearly, for small p – that is,
when it is a-priori almost certain that the symbol reads T, not much information is
revealed on average. The same holds in the opposite case p - 1, when it is a-priori
certain, that the symbol reads H. The maximum is attained for equal probabilties
p = q = 1

2 in which case the cebit carries one bit of information in accordance with
(2.2).

0.2 0.4 0.6 0.8 1

0.2

0.4

0.6

0.8

1

p

H2(p)

Fig. 2.1 The binary entropy function
(2.9).Theorem The Shannon entropy H for probabilities on A symbols is bounded

0 / H(X) / H0(X) . ldA (2.10)

and assumes its maximum H0(X) – called the raw bit content of X – for p
uniform, pi = 1/A.

The proof is simple: Rewrite H = 1
!A"1

i=1 pildpi 1 pAldpA. Observing pA =
1 1

!A"1
i=1 pi solve &H/&pi = 0 for i = 1, . . . , A 1 1. Find pi = pA = 1/A with

corresponding H = ldA. Compute the second derivative and confirm that H is
indeed maximal for p uniform. End-of-Proof

The di"erence H0(X)1H(X) measures the compressibility of a source text. Adopt-
ing a block code which assigns integers to the strings of N symbols emitted by a
memoryless source with Shannon entropy H(X), you would need to convey only
NH(X) binary digits – instead of NH0(X) bits – in order to specify any string of
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N symbols asymptotically, i.e. in the limit N $,. The block code misses the un-
typical strings, but as these occur, for N large, with small probability, the chances
of a coding error can be made arbitrarily small for su!ciently large N .

The Shannon entropy is easily identified with the expectation value of a stochastic
variable

h(x) = ld
1

p(x)
(2.11)

called the (Hartley) information content of the outcome x. For Laplace exper-
iments, the Hartley information coincides with the raw bit content in accordance
with (2.3). But if the probability distribution is not uniform, symbols with low prob-
ability carry more bits than the raw bit content, while symbols with high probability
carry less bits than the raw bit content. A rare event comes with “great surprise”
and thus is very informative. On the other hand, a frequent event is “no surprise”
and thus is only little informative. This imbalance of the Hartley information finds
nice application in the construction of compact codes (for codes and such see the
supplement 3.4).

Example: Consider for example a source X over an alphabet of four symbols A =
{a, b, c, b} which are produced with probabilites

p(a) =
1

2
, p(b) =

1

4
, p(c) = p(d) =

1

8
. (2.12)

The corresponding Shannon is H = 1.75bit. We intend to encode the symbols
into strings of the binary alphabet B = {0, 1}. Comparing the “naive” code

f1 : a $ 00 , b $ 01 , c $ 10 , d $ 11 , (2.13)

and the “smart” code

f2 : a $ 1 , b $ 01 , c $ 001 , d $ 000 , (2.14)
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2.2 Shannon Entropy 35

which has the property, that the most probable symbol is assigned the shortes
bit string, while the less probable symbols are assigned longer strings. Evi-
dently, the length of the binary string wich encodes a given symbol x " A
coincides with the Hartley information carried by that symbol. The average
word length, *f+ :=

!
x!A p(x)|f(x))|, for the smart code is shorter than for

the naive code, and is just the Shannon *f2+ = 1.75bit < *f1+ = 2bit. The
“smart” is uniquely decipherable and instantaneous, that is concatenations of
code words can be decoded ‘on line’ without looking into the future.

Mathematically, the Shannon entropy is a functional on the set of probability distri-
butions: it measures the degree of “spreadiness” of a distribution. And spreadiness
increases with increasing uncertainty. If you are uncertain which probability distri-
bution p or q is characteristic for your source, the corresponding Shannon is larger
than the average. This is the meaning of the

Theorem The Shannon entropy H is concave on the set P = {p : p is a probability distribution},
that is

H('p + (11 ')q) # 'H(p) + (11 ')H(q) , 0 / ' / 1 . (2.15)

The proof is simple. Let ri = 'pi + (1 1 ')qi. Use Gibb’s inequality (see below),
and rewrite the right hand side, 0 # 1'H(p5q)1 (11 ')H(q5r) = . . . = 'H(p) +
(11 ')H(q)1

!
rldr. End-of-proof Concavity, and her sister convexity, play an

important role in information theory and statistical physics – see the Complement
A.4.
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2.3 Relative entropy

The relative entropy is defined

H(p5q) :=
N"

i=1

pild
pi

qi
. (2.16)

It obeys the Gibbs inequality

H(p5q) # 0 , (2.17)

with equality only if p = q.

The proof is easy. We have

H(p5q) = 1
"

j

pjld
qj

pj
(2.18)

= 1
"

j

$
pjld

qj

pj
1 qj 1 pj

log 2

%
(2.19)

# 0 , (2.20)

where the first equation is based on ldx = 1ld(1/x), the second equation is based on!
j pj =

!
j qj = 1, and the final inequality is based on the concavity of log-functions

(bounded from above by any of its tangent)

ldx =
log x

log 2
/ x1 1

log 2
(2.21)

with equality if and only if x = 1. End-of-proof
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The relative entropy is also called the Kullback-Leibler divergence between the
probability distributions p and q. It measures how many bits per symbol are wasted
by using a code which is optimized for an assumed probability distribution q if the
“true” distribution is not q but rather p.4

2.4 Complement: Convex analysis – the basics

Definition A function f(x) is convex over [a, b] 6 R if, for all x1, x2 " [a, b] and
0 / ' / 1,

f('x1 + (11 ')x2) / 'f(x1) + (11 ')f(x2) . (2.22)

A function f is strictly convex if, for all x1, x2 " [a, b], equality holds only for
' = 0 and ' = 1.

Similar definitions apply also to concave and strictly concave functions. A mnemonic
for convexity: if you say “convex”, you are likely to smile – the corners of you mouth
go up.

Theorem If f is a convex function of a random variable x, then the expectation
value of f with respect to any given probability distribution p(x) obeys the
Jensen’s inequality

*f+ # f(*x+) . (2.23)

4Have a look at the source coding theorem. Take a variable length code Cq where codeword i
has length - 1/ld(qi). For a source with probability distribution p, the average length of this code
is L(Cq, X) -

!
pild(1/qi). This is larger than the average length of the optimal code Cp, which

is L(Cp, X) - H(X) =
!

pild(1/pi). In fact H(p5q) = L(Cq, X)1 L(Cp, X) # 0, see Eq. (2.17).
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38 A little bit of information theory

Here comes the proof: The center of gravity of a freely hanging massive chord lies
always above the chord. End-of-proof

Convex set is a set P such that for every pair p1,p2 " P, the convex combination

p12 = 'p1 + (11 ')p2 , 0 / ' / 1 (2.24)

belongs to the set, p12 " P.

Important Theorem I The set of probability distributions is a convex set.

Convex Hull of a set of points S is the intersection of all convex sets containing
S.

Carathéodory’s Fundamental Theorem states that each point in the convex
hull of a set S 6 Rn is in the convex combination of Hn = n + 1 or fewer
points of S. Hn is called the Helly Number of Euclidean n-space Rn.

Helly’s Theorem states that if F is a family of more than n bounded closed
convex sets in Euclidean n-space Rn, and if every Hn members of F have at
least one point in common, then all the members of F have at least one point
in common.

Important Theorem II Every probability distribution has a unique decomposi-
tion into extremal points, called pure states.

Important Remark The “Imporatnt Theorem II” does not hold for quantum me-
chanical density operators.
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Chapter 3

Source coding

3.1 Significance of Shannon Entropy

The Shannon entropy is the cornerstone in two complementary tasks of information
processing: (i) file compression and (i) error correction. The Shannon source coding
theorem – also called noiseless coding theorem – addresses the first issue: How
much redundancy can be eliminated from a given source text without losing any
information. The Shannon channel coding theorem – also called noisy coding
theorem – addresses the second issue: How much redundancy must be added to
a given source text in order to guarantee error free communication over a noisy
channel.
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SOURCE SINK SOURCE 
CODING 

CHANNEL 
CODING Decom- 

pressor 

ALICE BOB 

Com- 
pressor 

Encoder Decoder 

Figure 3.1: The generic model of a communication channel

3.2 Shannon source coding theorem

We attempt to encode strings

x = x1x2 . . . xN (3.1)

which consist of N symbols xt, t = 1, . . . , N , each symbol xt " A = {a1, . . . , aA}
being produced by a memoryless source X = (A,p) with probability p(xt). As there
are AN possible strings, the string x = x1 · · ·xN occuring with probability

P (x) = p(x1)p(x2) · · · p(xN) , (3.2)

if we take 2NldA di"erent codewords, each of length N ldA binary digits, we would
have a perfect one-to-one block binary code.
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3.2 Shannon source coding theorem 41

The idea of the Shannon source coding theorem is not to insist on block encoding
all strings, but only strings from some suitably chosen subset. The promise of the
theorem is that if you are willing to sometimes fail in the encoding, because the
string you are confronted with does not fall into this subset, you (1) will gain a lot,
and (2) your failure tolerance ( can be as small as you chose – provided you accept
to work with very long strings.

Your gain is in bits – instead of H0 = ldA bits per symbol, which is required for the
perfect block code, you will need only a tiny bit ) more than H bits per symbol,
where H = H(X) is the Shannon entropy of your source. The surprise of the
theorem is that, asymptotically in the limit N $ ,, this holds with true, with
) $ 0, irrespective of your tolerance ( for encoding failures. In the end, if you are
willing to deal with strings of length N $,, you may even be absolutely intolerant
to failures – i.e. your coding with only H bits per symbol, instead of the larger ldA
bits per symbol, will succeed for sure.

Given your level of tolerance ( we will be dealing with a so called (-su!cient subset
S", which is a subsets of strings such that Prob(x " S") # 11 (. This set contains
|S"| strings, and we denote its raw-bit content H"(XN) := ld|S"|. A perfect binary
block code for this set is obtained if we take 1

N H"(XN) bits per symbol.

For given ( there may be many di"erent (-su!cient subsets. We will be interested
in the smallest (-su!cient subset – if we have to live with failures, we want at least
to spend as little resources as possible. A smallest (-su!cient subset is easily con-
structed. Just order all the words from AN left to right with decreasing probability.
Start left, collect words until the sum of their probabilites exceeds 11 (. Done.

A seemingly di"erent method to construct a (-su!cient subset – not necessarily a
smallest one – relies on the law of large numbers.1 Consider 1

N ld 1
P (x) , the Hartley

1This subsection is largly inspired by David J.C. MacKay’s lecture notes “Information Theory,
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information per symbol, of the word x, which is drawn from XN with probability
P (x). It is a random variable. It is in fact the normalized sum of N terms ld 1

p(xt)
,

each of which is a i.i.d. random variable with mean H = H(X) and square variance
#2 = var[ld(1/p(x)]. We now define a set TN#, called the *-typical set,

TN# :=

&
x " AN |

'
1

N
ld

1

P (x)
1H

(2

< *2

)
(3.3)

By the law of large numbers Prob(x " TN#) # 1 1 $2

#2N , i.e. TN# is a (-su!cient

subset with ( = $2

#2N . The definition of TN# implies that, for all x " TN#, the
probability of x satisfies

2"N(H+#) < P (x) < 2"N(H"#) . (3.4)

But how big is TN#? The smallest possible probability that a member of TN# can
have is 2"N(H+#), and the total probability of TN# can not be any larger than one.
Hence |TN#|2"N(H+#) < 1, and thus the size of the typical set is bounded

|TN#| < 2N(H+#) (3.5)

Recall that TN# is (-su!cient, with ( = $2

#2N , its size provides an upper bound for
the size of the smallest (-su!cient set,

H"(X
N) < N

$
H +

#7
N(

%
. (3.6)

Thus if you are ( tolerant to failures in encoding, you need less than H + $'
N"

bits
per symbol to encode any N -symbol string. For fixed (, in the limit N $ , this

Inference and Learning Algorithms”, http://wol.ra.phy.cam.ac.uk/mackay.
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upper bound coincides with the source entropy, and – moreover – this is true even
if you become increasingly intolerant to errors, ( $ 0.

We now show that if you attempt to use less than H 1 ) bits per symbol you will
certainly fail in coding – there is no (-su!cient subset which has less than N(H1))
members. The proof is by contradiction. Assume that there is a (-su!cient subset
S % which has N(H 1 )%) members, )% > ). The probability to fall into this subset
can be decomposed P (S %) = P (S % & TN%) + P (S % & TN%). The first term assumes its
maximum if S % is all in TN%, each word occuring with maximum probability 2N(H"%.
The maximum value of the second term is P (x 8= TN% < #2/()2N). Hence

P (x " S %) / 2N(H"%!)2"N(H"%) +
#2

N)2
= 2"N(%!"%) +

#2

N)2
. (3.7)

No matter how close positive )%1) to zero, for N su!ciently large, it is impossible to
have P (S %) > 11 (, i.e. S % can not be (-su!cient. Any subset S % with |S %| < 2N(H"%)

has probability less than 11 (, so by the definition of H",

H"(X
N) > N

$
H +

#7
N(

%
. (3.8)

Combining () and () we obtain the following beauty

3"!(0,1),%>04N03N>N0 :

****
1

N
H"(X

N)1H(X)

**** < ) (3.9)

What has just been said is nothing but the asymptotic equipartition principle: For
an ensemble of N i.i.d. random variables, with N su!ciently large, the outcome
x = x1 · · ·xN is almost certain to belong to a subset of AN having only - 2NH(X)

members, each occuring with probability close to 2"NH(X).

With a little polishing, we thus have proved Shannon source coding
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Theorem If a memoryless source X has entropy H(X), then any uniquely decode-
able code for this source into an alphabet of D symbols must have length
at least H(X)/ldD. Moreover, there exist such a uniquely decodeable code
having average word length less than or equal to 1 + H(X)/ldD.

For the most important case of a binary symbol code, we may reformulate: For a
source X with alphabet A and Shannon entropy H(X), there exists a prefix binary
symbol code C whose average word length satisfies

H(X) / L(C, X) < H(X) + 1 . (3.10)

For a complete proof, including the upper bound, see Dominic Welsh, Codes and
Cryptography, Oxford University Press, N.Y., 1998. Informally what the theorem
says is that if your source produces A di"erent symbols, A = 4, say, in which case
the raw bit content would be 2bit, but the source has only 0.62bit entropy, you may
find a code f which maps the 4 source symbols into strings (codewords) formed from
a D = 2 binary alphabet, such that the average length of the codewords is less than
1.62bit.

Note that the Shannon noiseless coding theorem only states the existence of e!cient
codes. It does not provide a recipe for producing such codes.

3.3 Hu!man coding algorithm

A common recipe for producing e!cient codes is the Hu!man coding algorithm.
The algorithm constructs recursively a succession of sources X, X %, . . . , X(m"2),
where X(k) is obtained from X(k"1) by identifying the two least probable words
of X(k"1) with a single word w in X(k). The probability that w is produced by
X(k) is taken to be the sum of probabilities of its two constituent words in X(k"1).
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Encoding proceeds backwards, by first encoding X(m"2), then X(m"3) and so on,
until finally encoding X. The working of the Hu"man algorithm is best described
by an example:

X X % X %%

w p f w% p% f % w%% p%% f %%

a 0.9 1 a’ 0.9 1 a” 0.9 1
b 0.05 01 b’ 0.05 01 b” 0.1 0
c 0.025 001 c’ 0.05 00
d 0.025 000

The Hu"man algorithm produces an optimal symbol code for a given ensemble. Yet
it is not used in practice. The reasons are (i) the ensemble is fixed, and (ii) the
extra bit.

When compressing text files, the character frequencies vary with context: a theoret-
ical physics text has many more “H” than an experimental physics text – the reason
being the theorist obsession with Hamiltonians. Hu"man coding of a theoretical
physics text using the standard relative frequencies of characters in english texts
thus assumes the “wrong” probability distribution which according to Kullback-
Leibler leads to quite some overhead in waste bits.

The innocuous-looking extra bit (relative to the ideal average length of H(X)) makes
problems for small symbol alphabets, because in this case the overhead L(C, X)1
H(X) may dominate the length of the encoded file. A way out would be to compress
blocks of symbols, for example the extended sources XN . As the overhead per block
is at most 1bit, the overhead per symbol would be 1/Nbits, which for su!ciently
large blocks N 9 1 would be negligeable. However the price to pay would be (i) to
lose instantaneous decodeability, and (ii) to be forced to compute the probability of
all strings (most of which will never occur) and build the associated Hu"man tree.
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Finally, for practical applications like the compression of text-files, the assumption
of a memoryless source (of characters) does not account for the context-dependent
correlations between characters, which dominate natural languages, however. The
occurrence of a “q” before a “u” is much more likely than before a “x”, say.

Summarizing, Hu"man codes are of quite some theoretical importance, but do not
play much of a role in applications. For practical applications so-called stream
codes are widely used. These are codes where the symbol probabilities are modelled
dynamically, i.e. while reading the source – see the supplement 3.4 for more.

3.4 Supplement: Codes – an overview

A code is a one-to-one map f : S $ C, where S is a set of words over and alphabet
A, and C is a set of words over an alphabet D. For w " S the image f(w) is
called a code word.

Quite often a code is identified with the set of code words C = {f(w)|w " S}. If
all code words of a code have equal length the code is called block code. Otherwise
it is called variable-length code. Other types of codes are symbol codes and stream
codes.

In symbol codes, each source symbol is assigned a code word, typically of variable
length. The most prominent example is the Hu"man code. The Hu"man code is a
compression code, that is it eliminates redundancy.

In block codes, source words of a given length, K say, are assigned the code words
of a given length L, say. The most prominent example is the (binary) Hamming
code. The Hamming code is an error correction code – it adds redundancy in order
to cope with channel noise.
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In stream codes both the pre-images (encoding) as well as the images (decoding)
of the code words are words of variable length. They rely on dynamic modeling of
the source. The most prominent example of compression codes are the arithmetic
coding and the Lempel-Ziv coding.

3.4.1 Symbol codes

A symbol code is a map f : A $ C 6 D& where A is a finite alphabet of A
symbols, and D& denotes the collection of finite strings over D = {d1, . . . , dD}.
The code is completely specified by A code words ci = f(ai). The integers
li := |f(ai)| are called the word lengths of C. The average length of the code
is defined by

L(C, X) :=
A"

i=1

pili (3.11)

The extension of a symbol code f to strings x = x1x2 · · ·xn, x " A&, is defined
by the concatenation f(x) = f(x1)f(x2) · · · f(xn).

Uniquely decodeable is a symbol code C if any finite string " D& is the image of
at most one string.

Instantaneous is a symbol code if there do not exist distinct ai and aj such that
f(ai) is a prefix of f(aj). Here, for x, y " D&, x is a prefix of y if there exists
z " D& such that xz = y. Instantaneous codes are also called prefix codes.

Example The family of binary symbol codes C : A $ {0, 1}&. For example C1 :=
{0, 101} is instantaneous, but C2 := {1, 101} is not.
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3.4.2 Block codes

A (L, K) block code is a list of M = 2K codewords, each of length L. The rate
of a (L, K) block code is R = K/L. Note that M and L must be integer, but
K = ldM could be non-integer.

Hamming distance of two codewords x, y of a block code is defined d(x,y) =
number of places where x and y di"er.

Minimum distance d(C) of a block code C is defined

d(C) = min d(ci, cj) 3i 8= j . (3.12)

If a block code has minimum distance d, the minimum-distance decoding
scheme can correct up to (d1 1)/2 noise induced symbol flips.

For the important case of a binary block code, encoding is a rule which assigns a
sequence (word) of K source bits s (“signal”) a sequence (code word) of L code bits
t (“transmitted”). As we need redundancy, we require L > K.

Example The set {000, 111} is a fixed-length binary block code of length L = 3,
called the repetition code R3 = (3, 1). The rate of this code is RR3 = 1/3.

3.4.3 Errors and Decoding rules

Error is the event “t(i) transmitted, the received y decoded as t(j), where j 8= i”.

The error probability – or average probability of decoding error – is defined

e(C; Z, D) =
1

M

M"

i=1

Prob(ERROR|t(i) transmitted) . (3.13)
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where Z is the channel, and D is a decoding rule.

The maximum error probability is defined

ê(C; Z, D) = max
i

Prob(ERROR|t(i) transmitted) (3.14)

The minimum-error rule – also called ideal observer rule – decodes a received y
into a t(i) such that

Prob(t(i) sent|y received) # Prob(t(j) sent|y received) 3j . (3.15)

The rule looks fine, but is di!cult to implement: you would need to know the
probabilities with which the t(i) are used.

The maximum-likelihood rule decodes a received y into a t(i) that maximizes

Prob(y received|t(i) sent) . (3.16)

In the case that the code words are equally likely, the maximum-likelihood
rule agrees with the minimum-error rule.

The minimum distance rule decodes a received y into a t which has minimum
Hamming distance to y. For the binary symmetric channel with bit-flip prob-
ability pb / 1/2, the minimum distance decoding rule is equivalent toe the
maximum-likelihood decoding rule.

3.4.4 Linear Codes

Equipped with modulo 2 arithmetic, the set of all words {0, 1}L may be viewed a
L-dimensional linear vector space over the Galois field GF (2) (arithmetic modulo
2), called V L.
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A linear (L, K) block code is a fixed-length block code in which all the code-
words span a K-dimensional subspace of V L. Encoding can be represented
by a L 0 K binary matrix GT such that if the signal to be encoded, in
binary notation, is s (a K-dimensional vector), then the encoded signal is
t = GT s modulo 2.

In a linear code, the extra L 1 K bits are linear functions of the original K bits.
These extra bits are called parity check bits.

s t
0000 0000 000
0001 0001 011
0010 0010 111
0011 0011 100

s t
0100 0100 110
0101 0101 101
0110 0110 001
0111 0111 010

s t
1000 1000 101
1001 1001 110
1010 1010 010
1011 1011 001

s t
1100 1100 011
1101 1101 000
1110 1110 100
1111 1111 111

(7,4) Hamming code

[To be completed]
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Chapter 4

Channel Coding

4.1 The discrete memoryless channel

A communication channel is a pipe which accepts strings of symbols from its input
alphabet A and emits strings of symbols from an output alphabet B. A telephone
line, for example, is a communication channel.

Note that a channel must not necessarily extend in space, it can also be viewed
in time. A disc drive, for example, may be viewed a channel: writing and read-
out takes place at the same location, but at di"erent instances in time. And even
reproducing cells, in which the daughter cells’ DNA carries information from the
parent cells, may be viewed a channel. In fact any structure “input – something
may happen – output” may be viewed a communication channel.

A discrete memoryless channel is characterized by an input alphabet A = {a1, . . . , ai, . . . , aA},
an output alphabet B = {b1, . . . , b& , . . . , bB}, and a channel matrix p&i # 0, 1 / i /
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A, 1 / + / B with
B"

&=1

p&i = 1 , for all i = 1, . . . , A . (4.1)

Such matrix a is called stochastic. The transition matrix in a Markov chain, for
example, is a stochastic matrix. Note that we do not require p&i to be double
stochastic, i. e. we do not require

!
i p&i = 1. Examples of channels are displayed

in Figs. 4.1–4.3. The channel matrix of the binary symmetric channel is double
stochastic. The channel matrices of the binary erasure channel and binary decay
channel (also called Z-channel) are not double stochastic.

Connecting the input source X and output sink Y to the channel, it may be viewed
a joint ensemble denoted Z = XY . Elementary events, denoted z, are from the set
Z = {(x, y)|x " A, y " B}, where z = (x, y) denotes the joint event “x sent and y
received”. Obviously, in order to make communication possible, there must be cor-
relations between x and y. Technically: if p(x) (q(y)) are the marginal probabilities
for the sub-events “x sent” (“y received”), the probability for the joint event “x sent
and y received” should not in general factorize, 4(x, y) : p(x, y) 8= p(x)q(y).

4.2 Mutual Information

Upon injection of a sequence of input symbols x1x2 . . . xt . . ., the channel produces
a sequence of output symbols y1y2 . . . yt . . .. The channel being memoryless now
means that at each instance of use, t, the conditional probability that given xt = ai

is injected, the probability that yt = b& is received does not depend on t, and is
given by

P (yt = b& |xt = ai) = p&i . (4.5)
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Given a memoryless source (Alice) which emits symbols ai " A with relative fre-
quency pi, the joint probability for the event “ai send and bµ received” is given
by

P (b& , ai) = P (b& |ai)pi . (4.6)

The probability for the event “bµ received”, irrespective of what symbol was actually
send, is then given by

q& =
"

i

P (b& |ai)pi . (4.7)

Finally, we may define

Q(xt = ai|yt = b&) . P (b& , ai)/q& , (4.8)

which according to Baye1 is the likelihood that given b& is received, ai was actually
send.

The four probabilities give rise to various types of entropies. First, there is the
source Shannon entropy,

H(X) = 1
A"

i=1

pild(pi) , (4.9)

which measures the average information carried by each symbol injected into the
channel.

Second, there is the entropy of the channel output, which – after all – is just a source

1Rev. Thomas Baye, the founding father of statistical inference, addressed (and solved) in 1763
the following problem: given an observed sequence of the results of tossing a coin N times – what
is the most likely bias of the coin, and what is the probability that the next toss will display a
head, say?
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Y from the receiver’s point of view,

H(Y ) = 1
B"

&=1

q& ldq& . (4.10)

It may not be viewed the average information pouring out at the output, as the
output may contain unwanted contributions from channel noise.

Third, we have

H(Y |ai) = 1
B"

&=1

P (b& |ai)ldP (b& |ai) , (4.11)

which measures the uncertainty about the value of a received symbol yt before
it is measured, given one knows that ai was actually send. For an ideal channel
H(Y |ai) = 0 as the uncertainty removed by a symbol whose value is known (yt = xt!)
is zero.

Fourth, averaging (4.11) with respect to the source,

H(Y |X) = 1
A"

i=1

H(Y |ai)pi (4.12)

=
A,B"

i,&

P (ai, b&)ld
1

P (b& |ai)
, (4.13)

we obtain the conditional Shannon information: How much uncertainty about yt

would remain on average, if we would first learn the value of xt, before we actually
look at yt.

Finally
I(Y : X) = H(Y )1H(Y |X) (4.14)
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is a good measure of the information successfully transmitted from input to out-
put. It is called mutual information, synentropy, or transinformation and plays an
important role in information theory.

Theorem The mutual information is symmetric

I(Y : X) = H(Y )1H(Y |X) = H(X)1H(X|Y ) = I(X : Y ) , (4.15)

i.e. it is quite rightfully called “mutual”.

The proof is elementary. Recall P (x, y) = P (y|x)p(x) = Q(x|y)q(y), and wit

I(Y : X) = H(Y )1H(Y |X) (4.16)

=
"

y

q(y)ld
1

q(y)
1

"

xy

P (x, y)ld
1

P (y|x)
(4.17)

=
"

xy

P (x, y)ld
P (y|x)

q(y)
(4.18)

=
"

xy

P (x, y)ld
P (x, y)

p(x)q(y)
. (4.19)

This expression is symmetric in x and y. End-of-proof

Theorem The mutual information obeys the inequalities

0 / I(Y : X) / H(X) , (4.20)

with I(Y : X) = 0 i" Alice and Bob are statistically independent (maxi-
mally noisy channel), and I(Y : X) = H(X) i" Alice and Bob are maximally
correlated (ideal channel).
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The proof is simple. By virtue of Eq. (4.19), the mutual information is in fact a
relative entropy, hence it is non-negative – see Eq. (2.17). To prove the second
inequality recall that for ideal channels the channel matrix is the identity, and
therefore the conditional Shannon entropy is zero. End-of-proof

Information can disappear, but it can not spontaneously be born. This is the morale
of the

Theorem The mutual information obeys the data processing inequality

for serial W $ X $ Y : I(Y : W ) / I(X : W ) . (4.21)

The proof is simple. The serial process W $ X $ Y defines a Markov chain with
joint probabilities P (w, x, y) = P (y|x)P (x|w)p(w). End-of-proof

Nothing is forever. Even if you engrave your work in stone – it will turn into dust,
leaving no trace, neither of you nor of your existence.2

4.3 Channel Capacity, Rates and Errors

The capacity of a channel is defined

C := max
p

I(Y : X) , (4.22)

where the maximum is taken over all input distributions p. It is measured in
data bits transmitted per use of channel.

2These days information fades much more quickly than in the good old days. Some time ago,
when I actually found a proof of the Goldbach conjecture, I stored it on a weird-format floppy disc
(which came with a SchneiderComputer in the ’80s), waiting for a better occasion to reveal my
findings. But alas – no device exists anymore which can read this thing! So I threw it away . . .
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The capacity of the binary symmetric channel, for example, in which there is prob-
ability pb of a bit-flip, is given by

C(pb) = 11H2(pb) , (4.23)

where H2(·) is the binary entropy function.

If you transmit a signal bit s " {0, 1} over a binary symmetric channel, the trans-
mission rate

R =
data bits transmitted

use of channel
(4.24)

is maximal, R = 1, but as the channel flips a cebit with probability pb, you will
make, with probability e = pb, an error in decoding the received cebit.

The chances of decoding error can be reduced, of course, by just repeating the
transmission. Use the encoding f(0) = 000, f(1) = 111 (called repetition code R3),
and transmit not the signal bit s, but the codeword t(s) = f(s) instead. At the other
end of the channel, decode the received block of three bits, which will in general
di"er from the transmitted codeword, using majority voting. The probability to
decode incorrectly is now given by e = p3

b +3p2
b(11pb). SInce e < pb, the repetition

code R3 gives rise to less decoding error probability than the simple code – which
is good news. The bad news is, that the rate R has been reduced, R = 1/3 < 1.

Extending the argument to longer blocks, one is tempted to believe that error free
communication over a noisy channel is only possible at zero rate – i.e. error free
communication is actually impossible. In fact, that was the widespread belief until
Shannon in his 1948 landmark paper proved that this is not the case.
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4.4 Channel coding theorem

Theorem Given a binary symmetric channel of capacity C and any R, with 0 <
R < C, then, if (ML : 1 / L < ,) is any sequence if integers satisfying

1 / ML / 2LR , 1 / L < , (4.25)

and ) any positive quantity, there exists a sequence of codes (CL : 1 / L < ,)
and an integer L0()) with CL having ML codewords of length L and with
maximum error probability ê(CL) / ) for all L # L0()).

In a nutshell: there exist codes with finite rate R, R < C, which allow for com-
munication over a noisy channel of capacity C with arbitrarily small probability of
decoding error. How small – well, that will essentially depend on the code length
you can a"ord: the longer, the less probable a decoding error.

For a sound proof of the theorem see Dominic Welsh Codes and Cryptography – or
any book on information theory. Here we give only the idea of the proof.

Consider an extended channel ZL, which has AL possible input words x and BL =
2LH0(Y ) possible output words y. The key observation is that, if L is large, any
particular input produces, with high probability, an output in a small subspace of
BL. The strategy is to identify a set of input words whose corresponding output
sets display negligeable overlap. This set of non-confusable input words defines a
code – a block code of length L. The task is to maximize this set.

For L large, the output will be, with high probability, one of - 2LH(Y ) words, called
typical y. For any particular input x – which will also be typical with high probabil-
ity – the output will be one of 2LH(Y |X) words. So the typical-y set contains 2LH(X)

typical-y-given-typical-x sets, each of size 2LH(Y |X). Since H(X)+H(Y |X) # H(Y ),
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the typical-y-given-typical-x sets will overlap, which will lead to confusion in decod-
ing. But thinning out the set of typical x we are going to send, the number of typical-
y-given-typical-x sets will decrease, until finally they do not overlap anymore. This
will be reached if the set of typical-y contains of the order of 2LH(Y )"LH(Y |X) typical-
y-given-typical-x sets. Recall we learn that the number of non-confusable inputs is
/ 2LI(Y : X). The maximum of this bound is realized for a p which maximizes
I(Y : X), in which case the number of non-confusable inputs – the codewords – is
/ 2LC . In order to fully transmit a code word, the channel must be used L times.
Each time, the number of conveyed bits is / C, i.e. the rate of the code is R / C.

So far, the arguments are based on fixed-length block codes of large size L. The
scheme could be implemented as follows. Wait till the source has produced a se-
quence s of LC/ld(A) symbols (the signal), encode this block into an associated
codeword t(s) of length L, transmit x = t(s), and at the receivers side decode by
using a large look-up table in order to identify the codeword, and thus the message,
associated with the received y. In the limit L $,, the probability for a decoding
error goes to zero, but for every-day communication purposes this scheme is clearly
unpractical.

One rather accepts a non-zero probability of decoding error e, for which one tries
to identify a reasonably sized code and e!cient decoding algorithm, such that the
rate R is as large as possible. These kinds of codes are called error-correction codes.
The most frequent type of error correction codes are linear binary block codes. The
repetition code R3 is of such type, but also the so called [L, K] Hamming codes –
see the Supplement B.4.
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Figure 4.1: The binary symmetric channel
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Figure 4.2: The binary decay channel
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Figure 4.3: The binary erasure channel
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